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Introduction

Este documento descreve as etapas necessarias para substituir um servidor osd-compute com
falha em uma configuragao Ultra-M que hospeda as VNFs (Virtual Network Functions, fungdes de
rede virtual) do Cisco Policy Suite (CPS).

Informagdes de Apoio

Este documento destina-se ao pessoal da Cisco familiarizado com a plataforma Ultra-M da Cisco
e detalha as etapas necessarias para serem executadas no nivel de VNF do OpenStack e CPS
no momento da substituicido do servidor OSD-Compute.

Note: A versao Ultra M 5.1.x é considerada para definir os procedimentos neste documento.

Verificagao de saude

Antes de substituir um né Osd-Cqmpute, € importante verificar o estado atual do ambiente da
plataforma Red Hat OpenStack. E recomendavel verificar o estado atual para evitar complicacoes
guando o processo de substituicdo de computacao estiver ativado.



Do OSPD

[root@irector ~]$ su - stack

[stack@lirector ~] $ cd ansible

[stack@lirector ansible]$ ansible-playbook -i inventory-new openstack verify.yml -e
platform=pcrf

Etapa 1. Verifique a saude do sistema a partir do relatério de saude ultram que é gerado a cada
quinze minutos.

[stack@lirector ~]# c¢d /var/log/cisco/ultram-health
Verifique o arquivo ultram_health_os.report.

Os unicos servigos devem mostrar como XXX status sdo neutron-sriov-nic-agent.service.

Etapa 2. Verifique se rabbitmq executa todos os controladores, que por sua vez é executado a
partir do OSPD.

[stack@lirector ~]# for i in $(nova list| grep controller | awk '{print $12}'| sed
's/ctlplane=//g') ; do (ssh -o StrictHostKeyChecking=no heat-admin@$i "hostname;sudo rabbitmgctl
eval 'rabbit_diagnostics:maybe_stuck().'" ) & done

Etapa 3. Verifique se a confiabilidade esta habilitada.

[stack@lirector ~]# sudo pcs property show stonith-enabled
Para todos os controladores, verifique o status do PCS

- Todos os nos do controlador sao iniciados em haproxy-clone
- Todos os no6s do controlador sdo Master em galera
- Todos os n6s do controlador sao iniciados em Rabbitmq
- 1 n6 de controlador € Master e 2 Slaves em redis
Do OSPD

[stack@lirector ~]$ for i in $(nova list| grep controller | awk '{print $12}'| sed
's/ctlplane=//g') ; do (ssh -o StrictHostKeyChecking=no heat-admin@$i "hostname;sudo pcs status"
) ;domne

Etapa 4. Verifique se todos os servigos openstack estao ativos. No OSPD, execute este comando:

[stack@lirector ~]# sudo systemctl list-units "openstack*" "neutron*" "openvswitch*"

Etapa 5. Verifique se o status do CEPH € HEALTH_OK para Controladores.

[stack@lirector ~]# for i in $(nova list| grep controller | awk '{print $12}'| sed
's/ctlplane=//g') ; do (ssh -o StrictHostKeyChecking=no heat-admin@$i "hostname;sudo ceph -s" )
;done

Etapa 6. Verifique os registros de componentes do OpenStack. Procure qualquer erro:

Neut r on:
[stack@lirector ~]# sudo tail -n 20 /var/log/neutron/{dhcp-agent,l3-agent,metadata-



agent, openvswitch-agent, server}.log

Ci nder :
[stack@li rector ~]# sudo tail -n 20 /var/log/cinder/{api,scheduler,volume}.log

d ance:
[stack@lirector ~]# sudo tail -n 20 /var/log/glance/{api,registry}.log

Passo 7. No OSPD, execute essas verificagdes para API.

[stack@lirector ~]$ source

[stack@lirector ~]$ nova list
[stack@lirector ~]$ glance image-list
[stack@lirector ~]$ cinder list

[stack@lirector ~]$ neutron net-list
Etapa 8. Verifique a integridade dos servigos.

Every service status should be “up”:
[stack@lirector ~]$ nova service-list

Every service status should be * :-)”
[stack@lirector ~]$ neutron agent-list

Every service status should be “up”:
[stack@lirector ~]$ cinder service-list

Backup

Em caso de recuperacgao, a Cisco recomenda fazer um backup do banco de dados OSPD com o
uso dessas etapas.

Etapa 1. Tome o despejo de Mysq|.

[root @irector ~]# mysqldump --opt --all-databases > /root/undercloud-all-databases.sqgl

[root @irector ~]# tar --xattrs -czf undercloud-backup- date +%F  .tar.gz /root/undercloud-all-
databases.sql

/etc/my.cnf.d/server.cnf /var/lib/glance/images /srv/node /home/stack

tar: Renoving leading “/' from nenber nanes

Esse processo garante que um nd possa ser substituido sem afetar a disponibilidade de
quaisquer instancias.

Etapa 2. Para fazer backup das VMs CPS da VM do Cluster Manager:

[root @M ~]# config br.py -a export --all /mnt/backup/CPS_backup_$(date +\%Y-\%m-\%d).tar.gz

or



[root @M ~]# config br.py -a export --mongo-all --svn --etc --grafanadb --auth-htpasswd --
haproxy /mnt/backup/$(hostname)_backup_all_$ (date +\%Y-\%m-\%d) .tar.gz

Identificar as VMs hospedadas no né de computagido OSD

Identifique as VMs hospedadas no servidor de computacgao:

Etapa 1. O servidor de computacao contém o controlador de servigos elasticos (ESC).

[stack@lirector ~]$ nova list --field name,host,networks | grep osd-compute-1
| 50£41094-9c0a-4269-b27b-cab74708e40c | esc | podl-osd-compute-0.localdomain
| tbl-orch=172.16.180.6; tbl-ngnt=172.16.181.3

Note: Na saida mostrada aqui, a primeira coluna corresponde ao UUID (Universal Unique
Identifier), a segunda coluna € o nome da VM e a terceira coluna € o nome do host onde a
VM esta presente. Os parametros dessa saida serdao usados em secgdes subsequentes.

Note: Se 0 n6 de computagdo OSD a ser substituido estiver completamente inoperante e
nao acessivel, continue com a segao intitulada "Remove the Osd-Compute Node from Nova
Aggregate List" (Remover o n6 de computagédo Osd da lista de agregagao Nova). Caso
contrario, continue na préxima segao.

Etapa 2. Verifique se o CEPH tem capacidade disponivel para permitir que um unico servidor
OSD seja removido.

[ root @od1- osd-conpute-0 ~]# sudo ceph 4f

GLOBAL:

SI ZE AVAI L RAW USED YRAW USED
13393G 11804G 1589G 11.87

POCLS:
NANVE I D USED %JSED MAX AVAI L OBJECTS
rbd 0 0 0 3876G 0
metrics 1 4157M 0.10 3876G 215385
i mges 2 6731M 0.17 3876G 897
backups 3 0 0 3876G 0
vol unmes 4 399G 9.34 3876G 102373
v 5 122G 3.06 3876G 31863

Etapa 3. Verifique se o status da arvore de osd do ceph esta ativo no servidor osd-compute.



[ heat - adm n@od1- osd-conpute-0 ~]$ sudo ceph osd tree
I D WEI GHT TYPE NAME UP/ DONN REVEEI GHT PRI MARY- AFFI NI TY

-1 13.07996 root default

-2 4.35999 host podl- osd- compute-0

0 1.09000 osd. 0 up 1.00000 1. 00000
3 1.09000 osd. 3 up 1.00000 1. 00000
6 1.09000 osd. 6 up 1.00000 1. 00000
9 1.09000 osd. 9 up 1.00000 1. 00000
-3 4.35999 host podl- osd- comput e-2

1 1.09000 osd. 1 up 1.00000 1. 00000
4 1.09000 osd. 4 up 1.00000 1. 00000
7 1.09000 osd. 7 up 1.00000 1. 00000
10 1.09000 osd. 10 up 1.00000 1. 00000
-4 4.35999 host podl-osd-compute-1

2 1.09000 osd. 2 up 1.00000 1. 00000
5 1.09000 osd. 5 up 1.00000 1. 00000
8 1.09000 osd. 8 up 1.00000 1. 00000
11 1.09000 osd. 11 up 1.00000 1. 00000

Etapa 4. Os processos CEPH estao ativos no servidor osd-compute.

[ root @odl-osd-conpute-0 ~]# systemctl list-units *ceph*

UNI'T LOAD ACTI VE SUB DESCRI PTI ON

var -1 i b-ceph- osd- ceph\ x2d11. mount | oaded active nounted /var/lib/ceph/osd/ceph-11
var -1 i b-ceph- osd- ceph\ x2d2. rount | oaded active nounted /var/lib/ceph/osd/ceph-2
var -1 i b-ceph- osd- ceph\ x2d5. nount | oaded active nounted /var/lib/ceph/osd/ceph-5

var-1ib-ceph- osd- ceph\ x2d8. nount | oaded active nounted /var/lib/ceph/osd/ceph-8

ceph- osd@yl. service | oaded active runni ng Ceph object storage daenon
ceph- osd@. servi ce | oaded active runni ng Ceph object storage daenon
ceph- 0sd@. servi ce | oaded active runni ng Ceph object storage daenon
ceph- 0sd@. servi ce | oaded active runni ng Ceph object storage daenobn
syst em ceph\ x2ddi sk. sl i ce | oaded active active system ceph\x2ddisk.slice
syst em ceph\ x2dosd. sl i ce | oaded active active system ceph\x2dosd.slice

ceph-non. t ar get | oaded active active ceph target allowing to start/stop al



ceph-nmon@ servi ce i nstances at once

ceph- osd. t ar get | oaded active active ceph target allowing to start/stop al
ceph- osd@servi ce instances at once

ceph-radosgw. t ar get | oaded active active ceph target allowing to start/stop al
ceph-radosgw@ servi ce i nstances at once

ceph. tar get | oaded active active ceph target allowing to start/stop al
ceph*@servi ce instances at once

Etapa 5. Desabilite e pare cada instancia do ceph e remova cada instancia do osd e desmonte o
diretério. Repita para cada instancia do ceph.

[ root @odl-osd-conmpute-0 ~]# systemctl disable ceph-osd@ll

[ root @odl- osd-conmpute-0 ~]# systemctl stop ceph-osdell

[ root @odl- osd-conmpute-0 ~]# ceph osd out 11

mar ked out osd. 11.

[ root @odl- osd-conmpute-0 ~]# ceph osd crush remove osd.1ll

renoved itemid 11 nanme 'osd.11' from crush map

[ root @odl- osd-conmpute-0 ~]# ceph auth del osd.11l

updat ed

[root @odl- osd-conmpute-0 ~]# ceph osd rm 11

renoved osd. 11

[ root @odl- osd-conmpute-0 ~]# umount /var/lib/ceph/osd/ceph-11

[ root @odl-osd-conmpute-0 ~]# rm -rf /var/lib/ceph/osd/ceph-11
(or)

Etapa 6. O script Clean.sh pode ser usado para executar a tarefa acima de uma sé vez.

[ heat - admi n@od1- osd-conpute-0 ~]$ sudo 1s /var/lib/ceph/osd

ceph-11 ceph-3 ceph-6 ceph-8



[ heat - adnmi n@od1- osd- conpute-0 ~]$ /bin/sh clean.sh

[ heat - admi n@od1- osd-conpute-0 ~]$ cat clean.sh
#1/bin/ sh

set -x

CEPH="sudo |s /var/lib/ceph/osd

for ¢ in $CEPH

do
i="echo $c |cut -d'-' -f2°
sudo systenttl disable ceph-osd@i || (echo "error rc:$?"; exit 1)
sleep 2
sudo systentt!l stop ceph-osd@i || (echo "error rc:$?"; exit 1)
sleep 2
sudo ceph osd out $i || (echo "error rc:$?"; exit 1)
sleep 2
sudo ceph osd crush renove osd. $i || (echo "error rc:$?"; exit 1)
sleep 2
sudo ceph auth del osd.$i || (echo "error rc:$?"; exit 1)
sleep 2
sudo ceph osd rm$i || (echo "error rc:$?"; exit 1)
sleep 2
sudo unount /var/lib/ceph/osd/$c || (echo "error rc:$?"; exit 1)
sleep 2
sudo rm-rf /var/lib/ceph/osd/$c || (echo "error rc:$?"; exit 1)
sleep 2
done

sudo ceph osd tree

Depois que todos os processos OSD forem migrados/excluidos, o né podera ser removido da
nuvem geral.

Note: Quando o CEPH é removido, o VNF HD RAID entra no estado Degraded, mas o disco
rigido ainda precisa estar acessivel.



Desligamento normal

Migrar ESC para o modo de espera

Etapa 1. Faga login no ESC hospedado no né de computacgao e verifique se ele esta no estado
mestre. Se sim, mude o ESC para o modo de espera.

[adm n@sc esc-cli]$ escadm status
0 ESC status=0 ESC Master Healthy

[adm n@sc ~] $ sudo service keepalived stop
St oppi ng keepal i ved: [ X ]

[admi n@sc ~]$ escadm status
1 ESC status=0 In SWTCH NG TO STOP state. Please check status after a while.

[admi n@sc ~]$ sudo reboot

Br oadcast nessage from adm n@nf 1- esc-esc-0. noval ocal
(/dev/pts/0) at 13:32 ...

The systemis going down for reboot NOW

Etapa 2. Remova o n6 Osd-Compute da Nova Aggregate List.

- Liste os agregados da nova e identifique o agregado que corresponde ao servidor de
computagcdo com base na VNF hospedada por ela. Geralmente, ele deve estar no formato
<VNFNAME>-EM-MGMT<X> e <VNFNAME>-CF-MGMT<X>

[stack@lirector ~]$ nova aggregate-list
oo T +
| Id | Name | Availability Zone |
oo T +

3 | escl | AZ-escl
| 6| esc2 | AZ-esc2 |

9 | aaa | AZ-aaa |
oo T +

Em nosso caso, o servidor osd-compute pertence ao esc1. Entao, os agregados que
correspondem seriam esc1

Etapa 3. Remova o n6 osd-compute do agregado identificado.

nova aggregate-remove-host

[stack@lirector ~]$ nova aggregate-renpve-host escl podl-osd-conpute-0. | ocal donain
Etapa 4. Verifique se o n6 osd-compute foi removido dos agregados. Agora, certifique-se de que o
Host nao esteja listado nos agregados.

nova aggregate-show



[stack@lirector ~]$ nova aggregate-show escl
[stack@lirector ~]$

Exclusdo De N6 Osd-Compute

As etapas mencionadas nesta secao sdo comuns independentemente das VMs hospedadas no
n6 de computagao.

Excluir do Overcloud

Etapa 1. Crie um arquivo de script chamado delete_node.sh com o conteudo como
mostrado. Certifique-se de que os modelos mencionados sejam os mesmos usados no script
Deployment.sh usado para a implantagao da pilha.

delete_node.sh

openstack overcloud node delete --tenplates -e /usr/share/ openstack-tripl eo-heat -

t enpl at es/ envi ronnment s/ puppet - pacenaker . yam -e /usr/share/openstack-tripl eo- heat -

t enpl at es/ envi ronnent s/ net wor k-i sol ati on. yam -e /usr/share/ openstack-tripl eo-heat -

t enpl at es/ envi ronnment s/ st or age- envi ronnent . yam -e /usr/share/ openstack-tri pl eo- heat -

t enpl at es/ envi ronnment s/ neutron-sriov.yan -e /hone/stack/customtenplates/network.yam -e

/ hone/ st ack/ cust om t enpl at es/ ceph. yaml -e /hone/ stack/customtenpl ates/ conpute. yan -e

/ hone/ st ack/ custom t enpl ates/ | ayout.yam -e /hone/stack/customtenplates/|ayout.yam --stack

[stack@lirector ~]$ source stackrc

[stack@lirector ~]$ /bin/sh delete_node.sh

+ openstack overcloud node delete --tenplates -e /usr/share/openstack-tripl eo-heat -

t enpl at es/ envi ronnment s/ puppet - pacenaker . yam -e /usr/share/openstack-tripl eo- heat -

t enpl at es/ envi ronnent s/ net wor k-i sol ati on. yam -e /usr/share/ openstack-tripl eo-heat -

t enpl at es/ envi ronnment s/ st or age- envi ronnent . yam -e /usr/share/ openstack-tri pl eo- heat -

t enpl at es/ envi ronnment s/ neutron-sriov.yan -e /hone/stack/customtenplates/network.yam -e
/ hone/ st ack/ cust om t enpl at es/ ceph. yaml -e /hone/ stack/customtenpl ates/ conpute. yan -e

/ hone/ st ack/ custom t enpl ates/ | ayout.yam -e /hone/stack/customtenplates/|ayout.yam --stack
podl 49ac5f 22-469e- 4b84- badc-031083db0533

Del eting the follow ng nodes from stack podl:

- 49achf 22- 469e- 4b84- badc- 031083db0533

Started Mstral Workflow Execution |ID: 4ab4508a-cl1d5-4e48-9b95- ad9abbaa20ae

r eal Oonb2. 078s
user OnD. 383s
Sys 0on0. 086s

Etapa 2. Aguarde até que a operacao da pilha OpenStack se mova para o estado COMPLETO.



[stack@lirector ~]$ openstack stack list

e . T . T +- -
____________________ +

| ID | Stack Name | Stack Status | Creation Tine

Updat ed Ti ne

e . T . T +- -
____________________ +

| 5df 68458- 095d- 43bd- a8c4- 033e68ba79a0 | podl | UPDATE_COWPLETE | 2018-05-08T21:30:06Z | 2018-
05-08T20: 42: 4872

Exclua o n6 Osd-Compute da lista de servigos

Exclua o servico de computacao da lista de servigos.

[stack@li rector ~]$ source corerc

[stack@lirector ~]$ openstack compute service list | grep osd-compute-0

| 404 | nova-conpute | podl- osd-conpute-0.| ocal dormain | nova | enabled | up
2018- 05- 08T18: 40: 56. 000000

openstack compute service delete

[stack@li rector ~]$ openstack conpute service del ete 404

Excluir Agentes Neutron

Exclua o antigo agente de néutrons associado e abra o agente de vswitch para o servidor de
computacao.

[stack@lirector ~]$ openstack network agent list | grep osd-compute-0
| c3ee92ba-aa23-480c-ac81-d3d8d01ldcc03 | Open vSwitch agent | podl-osd-conpute-0.| ocal dormain

| None | False | UP | neutron-openvswi t ch-agent
| ecl9cb01- abbb-4773-8397-8739d9b0a349 | NIC Switch agent | podl-osd-conpute-0.Ilocal donain
| None | False | UP | neutron-sriov-nic-agent |

openstack network agent delete

[stack@lirector ~]$ openstack network agent del ete c3ee92ba-aa23-480c-ac81-d3d8d01dcc03
[stack@lirector ~]$ openstack network agent del ete ecl19cb01-abbb-4773-8397-8739d9b0a349
Excluir do banco de dados Nova e Irbnico

Exclua um né da lista nova junto com o banco de dados irdnico e verifique-o.

[stack@lirector ~]$ source stackrc



[stack@l 01- podl-ospd ~]$ nova list | grep osd-compute-0

| c2cfad4d6-9c88-4ba0-9970-857d1a18d02c | podl-osd-conpute-0 | ACTIVE | - | Runni ng
| ctlplane=192.200.0. 114 |

[stack@l 01- podl-ospd ~] $ nova delete c2cfadd6-9c88-4ba0-9970-857d1al8d402¢

nova show

[stack@lirector ~]$ nova show podl-osd-conpute-0 | grep hypervisor
| OS- EXT- SRV- ATTR: hypervi sor_hostnane | 4ab21917- 32f a- 43a6- 9260- 02538b5c7aba

ironic node-delete

[stack@lirector ~]$ ironic node-del ete 4ab21917- 32f a- 43a6- 9260- 02538b5c7a5a
[stack@lirector ~]$ ironic node-list (node delete nust not be listed now)

Instale o0 novo n6 de computagao

As etapas para instalar um novo servidor UCS C240 M4 e as etapas de configuragao inicial
podem ser consultadas em: Guia de instalacao e servico do servidor Cisco UCS C240 M4

Etapa 1. Apds a instalagao do servidor, insira os discos rigidos nos respectivos slots como o
servidor antigo.

Etapa 2. Faga login no servidor com o uso do IP do CIMC.
Etapa 3.Execute o upgrade do BIOS se o firmware n&o estiver de acordo com a versao

recomendada usada anteriormente. As etapas para a atualizagao do BIOS sao fornecidas aqui:
Guia de atualizacdo do BIOS de servidor com montagem em rack Cisco UCS C-Series

Etapa 4. Verifique o status das unidades fisicas. Deve ser Inconimaged Good.

Etapa 5. Crie uma unidade virtual a partir das unidades fisicas com RAID Nivel 1.

E ulwile - Cisco Integrated Management Controller

]l
s
e

Chassis » A/ /C 12G 5AS Modular Raid Controller Refresh | Host Power | Launch kv | Fing | Reboot | Locator LED
JT-HBA) | Physical Drive Info
Compute

Controller info  Physical Drive Info ~~ Virtual Drive Info ~ Battery Backup Unit  Slorage Log

Networking »

v BRSO Physical Drives Selected 0/ Total 2
- £ PO
Storage v
& Po2
Cisco 126 SAS Modular Raid... Controller Physical Drive Number Status Health Boot Drive Drive Firmware
Cisco FlexFlash SLOT-HBA 1 Unconfigured Good Good false HO03
SLOT-HEA 2 Unconfigured Good Good false NO03
Cisco FlexFlash

Admin .

Etapa 6. Navegue até a segcao de armazenamento e selecione o Cisco 12G Sas Modular Raid



/content/en/us/td/docs/unified_computing/ucs/c/hw/C240M4/install/C240M4/install.html
/content/en/us/td/docs/unified_computing/ucs/c/sw/bios/b_Upgrading_BIOS_Firmware.html

Controller e verifique o status e a integridade do controlador raid como mostrado na imagem.

Note: A imagem acima é apenas para fins de ilustracdo. No CIMC de OSD-Compute real,
vocé vé sete unidades fisicas em slots [1,2,3,7,8,9,10] em estado Bom e sem configuracao,
pois nenhuma unidade virtual é criada a partir delas.

L Enabsle Full Disk Encryption:

Create Drive Groups

Physical Drives

(4] Eizs{MH) Madel
E 1 VHO0EIG WD SEAGA .
E 2 ROEIG b BEAGA. ..

Virual Drive Properties
LET RAD
dAccons Policy: | Faad Wirie
Read Policy: Mo Fasd Ahosd

Cache Policy:  Dinect 10

RAID Lowak: 1

Create Drive Groups

Physical Drives

] Sire[MH) Ml

Mo et srvsilable

WVirtual Drive Properties

Seleciec T/l s LF + Drrive Groups
Interface  Typs Mame
HEO SASE Mo datn avadabie
HOD sAs =
Disk Cachs Policy: = Unchangsd

v Write Policy: | Writs Through

L4 Sirip Sles (MB): B4k

- Stz

v Enabsile Full Disk Encrypticn:

Selectod 0/ Totl 0 L3 = Drive Groups
It ace Typs Wams
0G [1.2)

Ium; [ pooTos

Disk Cache Policy:  Uncharged

Acesas Policy:  Road Wity
Ruad Policy:  No Resd Ahoad
Coacha Policy: | Direct 10

- Write Palicy: Wit Thicugh

v Strip Sioe (MB): G4k
v Birs 1905

2LE]

Passo 7. Agora, crie uma unidade virtual a partir de uma unidade fisica ndo utilizada a partir das
informacdes da controladora, no Cisco 12G SAS Modular Raid Controller.



m
»
-

¢ el Gisco Integrated Management Controller

A ~0 admin@10.65.33.67 - C240-FCHZ114VINW

Chassis » 4/ .../ Cisco 12G SAS Modular Raid Controller Refresh | Host Pawer | Launch KWM | Ping | Reboot | Locator LED | @
(SLOT-HBA) / Virtual Drive Info

Compute
’ Conolerne  PryialOe o Vi DV o BateryBasapUnt e o3

Networking »
v VitualDrives  \firtua| Drives Selected 1/ Total 1 I ~
o vD-0 == = = N >
Storage - Initialize Set as Boot Drive Dealete Virtual Drive Edit Virtual Drive Hide Drive E3)|
Cisco 12G SAS Modular Ra Storage Virtual Drive Number Name Status Health Size RAID Level Ba
Clsco FlexFlash 1 0 BOOTOS Optimal Good 1906384 MB RAID 1 fals
Admin 3

Etapa 8. Selecione o VD e configure como unidade de inicializagao.

E = 4 ; il Cisco Integrated Management Controller
— A K 2omin@10.65.3367 - C240-FCH2141V113
Chassis * A/ ../ Communication Services | Communications Services
Refresh | Host Power | Launch KVM | Ping | Reboot | Locator LED | (7N |
Compute
Communications Services SNMP Mail Alert
Networking »
) 1PMI LAN Properti
Stora ge N HTTP Properties M over roperties
HTTRIS Enabled: Session Timeout(seconds): 1800
Admin v Redirect HTTP to HTTPS Enabled: [7] Max Sessions: 4 Privilege Level Limit: ~ admin v
HTTP Port: | B0 Active Sessions: 1 Encryption Key: | 0000000000000000000000000000
Usar Managament HTTPS Port: | 443 Randomize
Networking
e—— e XML APl Properties

XML AP Enabled:

Etapa 9. Ative IPMI sobre LAN dos servigos de comunicagao na guia Admin.

E = % X Z¢  abal Cisco Integrated Management Controller
— A D odmin®10.65.33567 - C240-FCH2141V113
Chassis * M/ Compute [ BIOS

Refresh | Host Power | Launch KVM | Ping | Reboot | Locator LED | 0
Compute

BIOS Remote Management Troubleshooting Power Policies PID Catalog

NetWOrKIr‘Ig Enter BIOS Setup | Clear BIOS CMOS | Restore Manufacturing Custom Settings

Storage > Configure BIOS ~ Configure Boot Order  Configure BIOS Profile
. Main Advanced Server Management

Admin 4

Note: Defaull values are shown in bold.

Reboot Host Immediately:

v Processor Configuration

Intel{R) Hyper-Threading Technology | Disabled b I Number of Enabled Cores  All
Execute Disable  Enabled v Intel(R) VT  Enabled
Intel(R) VT-d Enabled L4 Intel{R) Interrupt Remapping  Enabled
Intel{R) Pass Through DMA  Disabled v Intel(R) VT-d Coherency Support  Disabled
Intel(R) Pass Through DMAATS Support  Enabled - CPU Performance Enterprise

Etapa 10. Desative a tecnologia Hyper-Threading da configuragéo avangada do BIOS sob o n6
Computagao, como mostrado na imagem.

Etapa 11. Semelhante ao BOOTOS VD criado com unidades fisicas 1 e 2, crie mais quatro
unidades virtuais como

JORNAL - Da unidade fisica nUmero 3



OSD1 - Do numero de unidade fisica 7
OSD2 - Do numero de unidade fisica 8
OSD3 - Do numero de unidade fisica 9

OSD4 - Do numero de unidade fisica 10

Passo 7. No final, as unidades fisicas e virtuais devem ser semelhantes.

Note: A imagem mostrada aqui e as etapas de configuragdo mencionadas nesta segao
referem-se a versao de firmware 3.0(3e) e pode haver pequenas variagdes se vocé
trabalhar em outras versdes.

Adicione o novo n6 OSD-Compute a Overcloud

As etapas mencionadas nesta secdo sdo comuns independentemente da VM hospedada pelo né
de computacao.

Etapa 1. Adicionar servidor de computagcao com um indice diferente.

Crie um arquivo add_node.json com apenas os detalhes do novo servidor de computagao a ser
adicionado. Verifique se o numero de indice do novo servidor osd-compute no foi usado antes.
Geralmente, aumente o préximo valor de computagao mais alto.

Exemplo: O anterior mais alto foi o osd-compute-0, portanto, o osd-compute-3, no caso do
sistema 2-vnf.

Note: Lembre-se do formato json.

[stack@lirector ~]$ cat add_node.json

{

"nodes": [

{
"mac": [
" <MAC_ADDRESS>"

capabilities": "node: osd-conpute-3, boot_option:local",

" cpu" 124",
" menory": " 256000 ,
" di sk": "3000",

"arch":"x86_64",
"pm_type":"pxe_i pmtool",
"pm_user":"adm n",
"pm_passwor d": " <PASSWORD>",
“pm_ addr":"192. 100. 0. 5"



Etapa 2. Importar o arquivo json.

[stack@lirector ~]$ openstack baremetal import --json add_node.json

Started Mstral Wirkflow. Execution ID 78f3b22c-5c11-4d08-a00f-8553b09f 497d
Successfully registered node UUI D 7eddfa87-6ae6-4308-b1d2-78c98689a56e
Started Mstral Wirkflow. Execution ID: 33a68c16-c6fd-4f 2a- 9df 9- 926545f 2127e
Successfully set all nodes to avail abl e.

Etapa 3. Execute a introspeccao de né com o uso do UUID observado na etapa anterior.

[stack@lirector ~]$ openstack baremetal node manage 7eddfa87-6ae6-4308-bld2-78c98689a56e

[stack@lirector ~]$ ironic node-list |grep 7eddfa87

| 7eddf a87- 6ae6-4308-bld2- 78c98689a56e | None | None | power off
| manageabl e | Fal se |

[stack@lirector ~]$ openstack overcloud node introspect 7eddfa87-6ae6-4308-bld2-78c98689a56e --

provi de

Started Mstral Wirkflow Execution ID e320298a-6562-42e3-8ba6- 5ce6d8524e5c¢

Waiting for introspection to finish...

Successfully introspected all nodes.

I ntrospection conpl et ed.

Started Mstral Wirkflow. Execution ID: ¢c4a90d7b- ebf 2- 4f cb- 96bf - e3168aa69dc9

Successfully set all nodes to avail able.

[stack@lirector ~]$ ironic node-list |grep available

| 7eddf a87- 6ae6-4308-bld2- 78c98689a56e | None | None | power off
| avail able | Fal se |

Etapa 4. Adicione enderecos IP a custom-templates/layout.yml em OsdComputelPs. Nesse caso,
ao substituir osd-compute-0, vocé adiciona esse enderec¢o ao final da lista para cada tipo.

GCsdConput el Ps:
i nternal _api:
- 11.120.0. 43
- 11.120.0. 44
- 11.120.0. 45
- 11.120.0.43 <<< take osd-compute-0 .43 and add here
tenant:
- 11.117.0. 43
- 11.117.0. 44
- 11.117.0. 45
- 11.117.0.43 << and here
st or age:
- 11.118.0. 43

- 11.118.0. 44



- 11.118.0.45
- 11.118.0.43 << and here
st orage_ngnt :
- 11.119.0.43
- 11.119.0. 44
- 11.119.0. 45

- 11.119.0.43 << and here
Etapa 5. Execute o script Deployment.sh que foi usado anteriormente para implantar a pilha, para
adicionar o novo n6 de computagao a pilha da nuvem.

[stack@irector ~]$ ./deploy.sh

++ openstack overcloud deploy --tenplates -r /hone/stack/customtenpl ates/customroles.yan -e
/usr/ shar e/ openst ack-tri pl eo- heat -t enpl at es/ envi r onnment s/ puppet - pacenaker. yam -e

/usr/ shar e/ openst ack-tri pl eo- heat -t enpl at es/ envi ronnent s/ networ k-i sol ati on. yan -e

[ usr/ shar e/ openst ack-tri pl eo- heat -t enpl at es/ envi r onnment s/ st or age- envi ronnent . yanl -e

[ usr/ shar e/ openstack-tri pl eo- heat -t enpl at es/ envi ronnent s/ neutron-sriov.yanm -e

/ hone/ st ack/ cust om t enpl at es/ net wor k. yam -e /home/ stack/ customtenpl at es/ ceph. yanl -e

/ hone/ st ack/ cust om t enpl at es/ conput e. yaml -e /hone/ st ack/ customtenpl ates/| ayout.yanm --stack
ADN-ul tram --debug --1og-file overcl oudDepl oy_11_06_17__16_39_26.10g --ntp-server 172.24.167.109
--neutron-fl at-networks phys_pciel_0, phys_pciel_1, phys_pci e4_0, phys_pcied4_1 --neutron-network-
vl an-ranges datacentre: 1001: 1050 --neutron-di sabl e-tunneling --verbose --tineout 180

Starting new HTTP connection (1): 192.200.0.1

"POST /v2/action_executions HITP/1.1" 201 1695

HTTP POST http://192.200.0.1:8989/v2/action_executions 201
Overcl oud Endpoint: http://10.1.2.5:5000/v2.0

Over cl oud Depl oyed

cl ean_up Depl oyOver cl oud:

END return value: 0

r eal 38nB8. 971s
user OnB. 605s
Sys 0on0. 466s

Etapa 6. Aguarde a conclusao do status da pilha de openstack.

[stack@lirector ~]$ openstack stack list

e T o oo T +- -
____________________ +

| ID | Stack Name | Stack Status | Creation Tine

Updat ed Ti ne

e T o oo T +- -
____________________ +

| 5df 68458- 095d- 43bd- a8c4- 033e68ba79a0 | podl | UPDATE _COWPLETE | 2017-11-02T21:30:06Z | 2017-
11-06T21: 40: 587

Passo 7. Verifique se 0 novo né de computagao osd esta no estado Ativo.

[stack@lirector ~]$ source stackrc
[stack@lirector ~]$ nova list |grep osd-compute-3


http://192.200.0.1:8989/v2/action_executions
http://10.1.2.5:5000/v2.0

| Of 2d88cd- d2b9- 4f 28- b2ca- 13e305ad49ea | podl- osd- comput e-3 | ACTIVE | - | Running
| ctlplane=192. 200. 0. 117

[stack@lirector ~]$ source corerc

[stack@lirector ~]$ openstack hypervisor list |grep osd-compute-3
| 63 | podl-osd-conpute-3.|ocal domain

Etapa 8. Faga login no novo servidor osd-compute e verifique os processos ceph. Inicialmente, o
status estda em HEALTH_WARN quando o ceph se recupera.

[ heat - admi n@od1- osd-conpute-3 ~]$ sudo ceph -s
cluster eb2bb192-b1c9-11e6-9205-525400330666
heal th HEALTH WARN

223 pgs backfill _wait
4 pgs backfilling
41 pgs degraded
227 pgs stuck uncl ean
41 pgs undersi zed
recovery 45229/1300136 objects degraded (3.479%
recovery 525016/ 1300136 objects nisplaced (40.382%

nmonmap el: 3 nmons at {Podl-controller-0=11.118.0.40: 6789/0, Podl-controller-
1=11.118.0.41: 6789/ 0, Podl-control | er-2=11. 118. 0. 42: 6789/ 0}

el ection epoch 58, quorum 0O, 1,2 Podl-controller-0,Podl-controller-1, Podl-controller-2
osdmap e986: 12 osds: 12 up, 12 in; 225 renmapped pgs
flags sorthitw se, require_jewel _osds
pgmap v781746: 704 pgs, 6 pools, 533 GB data, 344 kobjects
1553 GB used, 11840 GB / 13393 GB avai
45229/ 1300136 obj ects degraded (3.479%
525016/ 1300136 objects m splaced (40.382%
477 active+cl ean
186 active+remapped+wait _backfi |
37 active+undersi zed+degr aded+r emapped+wai t _backfi |

4 active+under si zed+degr aded+r emapped+backfilling

Etapa 9. No entanto, apds um curto periodo (20 minutos), CEPH retorna a um estado
HEALTH_OK.

[ heat - adm n@od1- osd- conpute-3 ~] $ sudo ceph -s



cluster eb2bbl192-blc9-11e6-9205-525400330666
heal th HEALTH OK

nmonmap el: 3 nmons at {Podl-controller-0=11.118.0.40: 6789/0, Podl-controller-
1=11.118.0.41: 6789/ 0, Podl-control | er-2=11. 118. 0. 42: 6789/ 0}

el ection epoch 58, quorum 0O, 1,2 Podl-controller-0,Podl-controller-1, Podl-controller-2
osdmap €1398: 12 osds: 12 up, 12 in
flags sorthitw se, require_jewel _osds
pgmap v784311: 704 pgs, 6 pools, 533 GB data, 344 kobjects
1599 GB used, 11793 GB / 13393 GB availl
704 active+tcl ean

client io 8168 kB/s w, 0 op/s rd, 32 op/s w

[ heat - adm n@od1- osd-conpute-3 ~]$ sudo ceph osd tree
I D WEI GHT TYPE NAME UP/ DONN REVEEI GHT PRI MARY- AFFI NI TY

-1 13.07996 root default

-2 0 host podl- osd- comput e-0

-3 4.35999 host podl- osd- comput e-2

1 1.09000 osd. 1 up 1.00000 1. 00000
4 1.09000 osd. 4 up 1.00000 1. 00000
7 1.09000 osd. 7 up 1.00000 1. 00000
10 1.09000 osd. 10 up 1.00000 1. 00000
-4 4.35999 host podl-osd-compute-1

2 1.09000 osd. 2 up 1.00000 1. 00000
5 1.09000 osd. 5 up 1.00000 1. 00000
8 1.09000 osd. 8 up 1.00000 1. 00000
11 1.09000 osd. 11 up 1.00000 1. 00000
-5 4.35999 host podl- osd- compute-3

0 1.09000 osd. 0 up 1.00000 1. 00000
3 1.09000 osd. 3 up 1.00000 1. 00000
6 1.09000 osd. 6 up 1.00000 1. 00000
9 1.09000 osd. 9 up 1.00000 1. 00000

Restaure as VMs



Adicédo a lista agregada Nova

Adicione o né osd-compute aos aggregate-hosts e verifique se o host foi adicionado.

nova aggregate-add-host

[stack@li rector ~]$ nova aggregat e-add- host escl podl-osd-conpute-3.1ocal domain

nova aggregate-show

[stack@li rector ~]$ nova aggregat e-show escl

| Id | Narme | Availability Zone | Hosts | Metadata |

S S o e m e e e e e e e e e e e e e e e e mmeaa—on S
____________________ +

| 3| escl | AZ-escl | 'podl-osd-conpute-3.localdonmain' | 'availability_zone=AZ-escl',
'escl=true' |

S S o e m e e e e e e e e e e e e e e e e mmeaa—on S
____________________ +

Recuperag¢ao de VM ESC

Etapa 1. Verifique o status da VM ESC na lista nova e exclua-a.

stack@lirector scripts]$ nova list |grep esc

| c566ef bf-1274-4588- a2d8- 0682e17b0d41 | esc |
ACTIVE | - | Runni ng | VNF2- UAS- uas-orchestration=172. 168. 11. 14; VNF2- UAS- uas-
managenent =172. 168. 10. 4

[stack@lirector scripts]$ nova del ete esc
Request to delete server esc has been accepted.

If can not delete esc then use command: nova force-del ete esc

Etapa 2. No OSPD, navegue até o diretério ECS-Image e verifique se as versdes bootvm.py e
gcou2 para ESC estao presentes, se ndao mové-las para um diretério.

[ stack@t ospd ESC- I mage- 1571 $ 11

total 30720136

-rwr--r--. 1 root root 127724 Jan 23 12:51 bootvm 2_3_2_157a. py
-rwr--r--. 1 root root 55 Jan 23 13: 00 bootvm 2_3_2_ 157a. py. md5sum

-rwrwr--. 1 stack stack 31457280000 Jan 24 11:35 esc-2.3.2.157. gcow2



Etapa 3. Crie a imagem.

[stack@li rector ESC-i mage-157]$ glance image-create --name ESC-2_3_2_ 157 --disk-format "gcow2"

--container

"hare"

--file /home/stack/ECS-Image-157/ESC-2_3_2 157.qgcow2

Etapa 4. Verifique se a imagem ESC existe.

stack@irector ~]$ glance image-list

8f 50acbe- b391- 4433- aa21- 98ac36011533
2f 67f 8e0- 5473- 467c- 832b- e07760e8d1f a
c5485c30- 45db- 43df - 831d- 61046c¢5cf d01
2f 84b9ec- 61f a- 46a3- a4e6- 45f 14¢93d9a9
25113ecf - 8e63-4b81- a73f - 63606781ef 94
595673e8- c99c- 40c2- 82b1- 7338325024a9
8bce3a60- b3b0- 4386- 9e9d- d99590dc 9033
e5c835ad- 654b- 45b0- 8d36- 557e6¢5f d6e9
879df cde- d25c- 4314- 8da0- 32e4e73f f cOf
7747dd59- c479- 4c8a- 9136- c90ec894569a

ESC-2_3_2_ 157|
tnobile-pcrf-13.1.1.iso

t nobi | e-pcrf-13.1. 1. gcow2

tnobi | e-pcrf-13.1.1_cco_20170825.i so
wscaaa0l- sept 072017
wscaaa02- sept 072017
wscaaa03- sept 072017
wscaaa04- sept 072017

WEP1_cl uman_12_07_2017

WEP2_cl uman_12_07_2017

o o +
[stack@~] $ openstack flavor list

o [ Fom e e e - - Hom - - T e Sy
-- -+

| ID | Nane RAM | Di sk | Ephereral VCPUs I's
Public

o [ Fom e e e - - Hom - - T e Sy
-- -+

| 1e4596d5- 46f 0- 46ba- 9534- cf dea788f 734 | pcrf-snb | 100352 | 100 | 0 8 | True

I

| 251225f 3-64c¢9-4b19- a2f c- 032a72bfe969 | pcrf-oam | 65536 | 100 | 0 10 True

I

| 4215d4c3-5b2a-419e- b69e-7941e2abe3bc | pcrf-pd | 16384 | 100 | 0 12 True

I

| 4c64a80a-4d19-4d52- b818-e904al13156ca | pcrf-qns | 14336 | 100 | 0 10 True

I

| 8b4cbba7-40f d- 49b9- ab21- 93818c80a2e6 | esc-flavor | 4096 | 0 | 0 4 | True

I

| 9c290b80- f 80a- 4850- b72f - d2d70d3d38ea | pcrf-sm | 100352 | 100 | 0 10 | True

I

| e993f c2c-f3b2- 4f 4f - 9cd9- 3af c058b7edl | pcrf-arb | 16384 | 100 | 0 4 True

I

| f2b3b925- 1bf 8- 4022- 9f 17-433d6d2c47b5 | pcrf-cm | 14336 | 100 | 0 6 | True

I

o [ Fom e e e - - Hom - - S Fomm o Fomm o

Etapa 5. Crie esse arquivo no diretério de imagem e inicie a instancia ESC.

[ root @i rector
openst ack. endpoi nt

ESC- | MAGE] # cat esc_params.conf
= publi cURL

[root @li rector ESC-| MAGE] ./bootvm-2_3_2_157a.py esc --flavor esc-flavor --image ESC-2_3_2_ 157 --
net tbl-mgmt --gateway ip 172.16.181.1 --net tbl-orch --enable-http-rest --avail_ zone AZ-escl --
user pass "admin:Ciscol23" --user confd pass "admin:Ciscol23" --bs_os_auth_url
http://10.250.246.137:5000/v2.0 --kad_vif eth0 --kad_vip 172.16.181.5 --ipaddr 172.16.181.4 dhcp
--ha_node_list 172.16.181.3 172.16.181.4 --esc_params_file esc_params.conf



Note: Depois que a VM ESC problematica é reimplantada com exatamente o mesmo comando bootvm.py da instalagéo
inicial, o ESC HA executa a sincronizagao automaticamente sem qualquer procedimento manual. Certifique-se de que o
ESC Master esteja ativo e em execugao.

Etapa 6. Faga login no novo ESC e verifique o estado de backup.

[admi n@sc ~]$ escadm status
0 ESC status=0 ESC Backup Heal t hy

[adm n@/NF2- esc-esc-1 ~] $ health.sh
ESC HA ( BACKUP)
ESC HEALTH PASSED
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